(DeepLabV3 [47]) which provides pixel-level semantic predidased on the Point Cloud Library (PCL) [48], is first run be-
tions for 16 classes. The network was trained on a proprietdvyeen each object-observation paid;; Y;ju, with a centroid
dataset of the warehouse environment provided by Clearpadibtance below a generous association distance threshgid,

Robotics, as seen in Figure 3. to find both the relative transformatiof;; t pij; iju, and
Previous works require either instance or panoptic segmeyeometric dissimilarity, j; (percent of outliers after ICP con-
tation on their input images [7, 9, 10] in order to identifyvergence), for each pair. A cost matri, is then constructed

unique object instances. However, obtaining instance-leystween all feasible pairs based on a weighted sum of the
segmentation is difficult in real-world warehouse and retaiélative pose change and semantic consistency:

settings where the robot will face visually identical gnd Cr;jq a1kpijk, 2l il sl Irai gsq (1)
cluttered objects, such as boxes and pallets, that are contiguous _ o o

with one another. Therefore, we adopt a semantic segmentatiofPPject-observation pairs with a geometric dissimilarity,

method which is representative of such challenging scenesgreater than the similarity thresholdsim, not within the
association distance thresholdys;, or with a cost,Cp;j g

D. 3D Observations from RGB-D Frames above a cut-off threshold,c o, are given a cost of infinity.

The resulting cost matrix is run through the greedy Hungarian
algorithm to find an optimal association. Unassociated obser-
vations are added to the mapped object library with an initial
state probability distribution (with geometric change expecta-

We extract a set of observatiodg t Yy;juj—1.:.3 fromthe
segmented fram&'y, where each observatiolY,.j, contains:

« a 4-DoF global poseTy,V t p{)": {Vu,

+ a point 9'°“dPt:J’ extracted fromk, _ tion, Erls 0, and stationarity expectatiofErvs  Vjass,

« a bounding boxBy;, that is aligned with the major and 5,4 are marked asew objects. For observations that have
minor axes of the object reconstruction, been assigned to an existing object in the library, the new

o a semantlt_: cla§$t;j, observation is stored and the object is markedupdate-

+ and a stationarity classg;. pending. Objects with at least is percent of their points

To obtainYy, we convertF; into a semantically segmentedwithin the current camera frustum, but with no associated
point cloud,PY, transforming it to align with the world frame observations, are marked asobserved. Note that, since the
based on the current camera pd%§," . We first remove the Hungarian algorithm has a polynomial complexity @fn3q,
ground-plane and reject outliers froR". Since our target we only perform data association within the distance threshold,
environments are warehouses and retail spaces, many plaggy, to reduce the computational cost under large scenes. For
features exist in the scene. Thus, we search for planB§th  objects displaced by a large distance, we believe it is not
and enforce semantic consistency over the co-planar pointscessary to find the actual correspondence to update the map.
via a majority voting scheme to reject noise from incorre
semantic segmentation. This yields a filtered point cld{, . . -~
Note that other shape priors can be integrated based on priofS update-pending and unobserved objects are identified,
knowledge of the target environments. their state distributions are updated via Bayesian inference,

Using Euclidean clustering, we extract semantically consi@S discussed in Section IV-D. For apdate-pending object,
tent cIustersIPt-J— Uj_1-.3, from Pfit_ An observation,Yy;, Oi, we then e_stlmate th_e magn_ltude of geometric change,
is spawned for each clustd®.;. To retrieve the 4-DoF pose, i P R, as discussed in Section IV-A, to construct the
TYW, of Yy.;, we follow a two-step approach-axis aligned 'Kelihood distribution for the Bayesian update. If is within
BIS’Jb;)undinJ,cuboidB s fit to Pes with its x andy Nalf of the measurement standard deviation, which we
axes aligneg with the rt#éjor and mir?cj); axes of the flaéengciem a successful geometric verification, the observation is
Pt;j using principle component analysis (PCA), to acquire itd egrated Into thg objects TSDM_" Else,_the obsgrvanon
heading, Y. The translationpY W, is set to the centroid IS discarded, as it is no longer consistent with the object model

. t from previous observations. For anobserved object, a large

f Byj. rvations with overlappin ndin i I . L . . oS
of By;. Observations with overlapping bounding cuboids a es(efudo—change is used to penalize its stationarity. Similar to

then merged, and semantic consistency is once again enfor B9 oxel-level confidence clamping trick used in [18], we do

A semantic clas;, is a55|gne_d to ea_ch_ observatiaf;, . not perform the object-level state update if the new observation
based on the enforced semantic prediction over the points. o : .

) . . rings an object’s stationarity score above an upper bound,
Finally, a stationarity classst.j, can be mapped frons;, :

7t . : 7’ Vmax tO €nsure responsiveness to changes.

where Sj spe:jd P 0;1u, by leveraging prior class
property knowledge. The value ef;; 0 denotes a dynamic G. Object and Map Update
object and the V_a|Ue 0_5§t;j 1 denOtes_a static object. For Once all update-pending and unobserved objects are up-
example, an object witlcy robot will have sg; 0 dated, the stationarity score expectatigny;s, of each object

qf Probabilistic Stationarity and Change Update

whereas an object with,;;  shelf will have s;; 1. is checked against a heuristic-based stationarity threshgld,
) o If the expected score falls below the threshold, all voxels
E. Object-Level Data Association in map that are associated with the object's TS, are

The extracted observation¥;, are compared to existing reinitialized and the object is erased from the object library,
objects in the mapped object librar§. Point-to-plane ICP, O. All new objects are integrated into the library and the map.



IV. METHODOLOGY This joint distribution can be updated iteratively as new
In this section, we present the details of our contribil€asurements arrive, by following a Bayesian update rule:
tions, including how we estimate changes between object-
observation pairs, justifications behind our probabilistic mod-
elling, and the derivation of our Bayesian update rule. pA;v [ z1:izrq9pper | v, z1:iizr_1qpaiv | z1:: :Z(T)—lq
4
Assuming that geometric chandeand stationarity score,
We first describe our approach to estimate the objegfre conditionally independent, we adopt a probability model,
level geometric change using TSDFs. The method is inspirggst proposed in [51] and later verified in [52, 53, 54, 55] for
by [49] and [50], where the authors propose to improve 3{}|umetric fusion and sparse visual SLAM, to parametrize the

reconstruction quality by minimizing the cumulative backstate distribution in Equation 3 as the product of a Gaussian
projection depth error between RGB-D images and the TSDfstribution forl, and a Beta distribution fov:

model. Here, we ray-trace from the current camera pose to
_c;t;tgig ancaIar—\;]alus_d, tzerbo-meatr) erro;@me;sure bet\;ye(tan WV |z:izrq: gpiv| Ti T T T9
s. For each object-observation pafd;; Yt.ju, we firs .2 :
transform the point cloud of the objedd;, namJerPi, and NA 73 roBetay]| i g
the point cloud of the observatiofY;j, namelyPt;j, to the In all previous works, the Gaussian-Beta parametrization
camera optical framej. Two TSDFs are constructed aroundhas been used in pixel-level depth estimation and inlier/outlier
the two point clouds by ray-tracing through the camera opticidlentification. The same parametrization also fits nicely into
center,o. We define the change @; with respect toYy,; our object-level change detection framework, as expected
over voxels,(2, as: to center around an underlying change measure (0 for station-
ary objects), and estimates the likelihood of the object being
stationary. In Equation 5,7 and 2 represent the mean and
variance ofl respectively, and + and 1 are the number of
observed inlier and outlier measurements with respect to the
model (see Section IV-C). Finally, object pruning decisions can
be made based on the expectation of the station&titys.

Posterior Measurement Likelihood Prior

A. Object-Level Geometric Change Estimation

®)

wi SiOEPLae 3 ltsdiPyiva  tsdPrval ()
ve
where i is a scaling factor anél2 is the intersection of the
non-zero voxel sets of the two TSDF grids:
Q t u|tsdfpPyj;uqi 0* tsdfPi;uq i Ou

. . C. Measurement Likelihood Model
Here,p¢ is thez component of the 3D translation found by

the ICP betweerP; and Py in the camera optical framg, ~ N our setup, each measurement featusg, contains the
where thez-axis points forward. ThugS is positive if Py is  9€ometric change measurey, as calculated in Section IV-A,
in front of P;, and negative otherwise, from the camera’s poiﬁ\nd the stationarity class, as determined in Section III-D:
of view. Therefore, ¢;; takes a positive or negative value ze t gSsu @ 1:::T: (6)

depending on the actuf';\l geomeF”C change. If the object St%ﬁplying Bayes rule to théMeasurement Likelihood term in
at the same pose, ;jj is approximately 0. Founobserved

Equation 4, the measurement likelihood becomes:

objects, we define a large pseudo-change gfj max tO
force the removal ofinobservedobjects. PRer | livizs 2T 1

In comparison to other metrics discussed in Section Il, our pp Tistllvi 1;siiit roaisToaq @)
approach directly estimates how much the object has changed 9pp rlhvi 1isiiii 7o1iSTo1;STq
in the metric space. It utilizes full geometric information of the PRt [LVi 1is1iit 718110
objects and also takes camera view angle, potential occlusioRgither, we assume that the geometric termg,and!, and
and effects of partial observations into account. the visual-semantic terns, are independent, and the measure-
B. Object-Level State and Process Model ments,z¢, are conditionally independent given currénand

. . . v estimates. Equation 7 can then be simplified as the product
To support object-level reasoning of the environment dy-

namics, we introduce a novel probabilistic object state reé-estgzg?];ﬁ?yeﬁ& ?itf:g:o((:j(:)n;ftr\r;;y likelihopgh, | I;vg and
resentation. For each objed®; P O, and its previously ) VT )
associated observationSYt.jU-1..T, We can extract a se- pg ST ||_,V, LS T-1,ST-1q (8)
quence of high-level measurement featutes,ju1...1 (see PP T |Lvappsr | va
Section IV-C). We would like to jointly estimate the object'sWe categorize the measurements in one of two ways: as an
geometric changd; P R, and stationarity scorejj P 10;1s. inlier measurement where the object did not move and the
Dropping the object indexi, and observation indey,, for measured geometric change is normally distributed around the
clarity, this object-level joint state probability distribution iscurrent estimaté (initially 0), or as an outlier measurement
given by: where the object is moved and the change is uniformly dis-
tributed in anintervalt  max maxS Inspired by [51], where
pa;Vv|z1:::2z1q (3) the authors use a Gaussian-Uniform mixture to model uncer-



tainties in pixel-level depth measurements, we also model t e
object-level geometric consistency likelihood as a Gaussic | | |

Uniform mixture weighted by the stationarity scoxe, ﬁ

pp T lkvg: vNp 1[l; %q n H "

_ (9)
pl vdp T maxi  maxd ‘ TorWiC_1-5 | | E| TorWIC_2-4-4
where the measurement variancé, can be determined ex- B Dﬂ
perimentally using both static and changed reference objec s E |
On the other hand, the stationarity clasg, spcrg can L & | e

be intuitively considered as a sample from a Bernoulli proce W= EEEE | [lﬂ__J

controlled by the object’s stationarity scoxe,

st Bernoullipvg Fig. 4: The TorWIC 1-5 and TorWIC 2-4-4 ground truth schematics,
respectively. Green box: fixed AprilTag for drift reference; black:
Note that the Beta stationarity prior of Equation 4 can bsationary box or fence; orange: shifted boxes; dotted grey: original

considered as a conjugate prior to the Bernoulli stationariggsition of shifted boxes. The evolution of the red-filled box wall’s
likelihood here. As a result, both the geometric consistené§ptionarity scoré[v] on the left is shown in Figure 7.
measurement, 1, and the stationarity measuremerss, .
contribute to the update of the stationarity scarelo balance
the relative importance betweeny andst, we introduce an
adaptive factork, depending orst and t:

prst | vg: Bernoullipst | v (10)

The factor,k, acts as a weight in the Beta stationarit
update rule for the posterior, as will be shown in Section IV-L.
It aids in adjusting the model behaviour. For example, thgg. 5: An RGB image comparison of the robot revisiting the same
model should adapt quickly when a large geometric changgot (AprilTag) during the TorWIC 24_4 route. Changes include 3
is measured for dynamic objects, such as robots, while beigfgcks of boxes added in front of the fence, and an additional box

more conservative to static objects, such as shelves wall to the right of the fence. The ground truth schematic of this
' ' changed route can be seen in Figure 4, right.

D. Probabilistic Update Rule .
second moments fok and v to the true posterior in Equa-

_ Combining the measurement models, Equation 9 and EQYas, 15 The approximated posterior can be found analytically,
tion 10, and the parametrized state model,

. X . E‘J“a“on 4 ‘@ﬁabling efficient online inference. We refer the reader to the
can derive a Bayesian update rule. If the prior (i.e. the m°d§hpplementary Material for the full derivation.
after processing measuremenpu_1:..T 1) iS parametrized

by p;;; g the true posterior would have the form: V. EXPERIMENTAL RESULTS
pad;v | T:STi: q (11) A. Experimental Setup
pp Tt lhveppst [vegdiv| ;i g We verify the performance of our framework both qualita-
for some normalization factor,. The true posterior can betively and quantitatively by comparing the map reconstruction
rearranged to take the form: of POCD to several baseline methods, each representative of
p:v | Tisri q a category of dynamic environment mapping approaches:
C:Np | m; 2gBetay | kst 1 kol  sraq « Kimera [5]: Assumes the world is static and adopts a
CoNp | ; 2cBetaw | kst kol srq 1q naive TSDF update rule.

(12) « MaskFusion [7]: Actively tracks and updates all poten-
which is a weighted mixture of two Gaussian-Beta distribu- tially dynamic objects.
tions. The weightsC, and C,, are the probability of the « Fehrer al [1]: Performs voxel-level corrections by com-
measurement;t, being an inlier and outlier, respectively. The ~ paring new observations against the constructed map.
first term models the effect of fusing an inlier measurement, s Panoptic Multi-TSDFs [13]: Maintains objects as static
where the geometric change,is updated with a new mean, submaps and performs consistency checks to prune those
m, and variance, 2. The stationarity score, also adapts with that have changed.
a k-weighted update rule. The second term models the effecfTo demonstrate the capabilities of POCD, we evaluate on
of fusing an outlier measurement, where only the stationarityo datasets. Due to the lack of real-world semi-static datasets,

score,v, adapts. we create one for the purpose of this problem (Section V-B).
Note that Equation 12 cannot be written as a singleurthermore, we use the ToyCar dataset from [12] to show
Gaussian-Beta distribution exactly. As in [51, 52, 55], wéhat our framework not only handles semi-static changes, but is

find a new parametrization for an approximated Gaussiagso robust to dynamics. As the work of Fehil. is not open-
Beta posteriogd;v | ’; /; ’; ‘qby matching the first and source, it was implemented on top of Voxblox [2] based on [1].
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Fig. 6: Bird's-eye-view qualitative 3D reconstruction results of thp row: TorWIC_1-5 route,middle row: TorWIC_2-4-4 route, and

bottom row: ToyCar scenario. The reconstruction produced by POCD is compared against that of Kimera, MaskFusienafeand

Panoptic Multi-TSDFs. The green, yellow, and red sections represent true positives, false negatives, and false positives, respectively. The
first image is the reference map of the routes’ final scenario. A voxel size of 20 cm for the TorWIC routes and 6 cm for the ToyCar scenario
is used to compute the metrics.

We fine-tune the parameters of the baselines on our dataemed 4 1 stitched), and Figure 5 shows two RGB images
whenever possible for the best reconstruction. We implemasatptured by the robot along the TorWIZ4-4 route. A high
POCD on top of Kimera [5]. level breakdown of the trajectories can be found in Table 4
of the Supplementary Material. A document with detailed
B. The TorWIC Dataset descriptions of each scenario is provided
We release TorWIC, a real-world warehouse dataset col- . . . ) )
lected on a OTTO 100 Autonomous Mobile Robot equippe@ Real-World Experiment in a Semi-Static Environment
with a RealSense D435i RGB-D camera, a 2D Hokuyo We first perform qualitative and quantitative evaluations
UAMS501 LiDAR, a wheel encoder, and an inertial measuregainst the four baseline methods on two routes from the
ment unit (IMU). The robot setup can be seen in Figure 3, tH@rWIC dataset, as shown in Figure 4. Since a ground truth
sensor specifications are listed in Table 3, and sample sen¥@p is not available, and each method reconstructs the scene
data can be seen in Figure 4, of the Supplementary Materidifferently, we create a set of reference maps by processing
We collected 18 real-world trajectories with 4 types ofhe final scenario through each method. For a qualitative
changes, each with a unique warehouse-like scenario, cont&valuation, we visually inspect the reconstruction against the
ing the following objects: corresponding reference map. For a quantitative evaluation,
. 2m-tall walls made out of cardboard boxes we overlay and voxelize both the reference and reconstructed

« 3m-tall tarp-covered fences at the end of each hallwayMaps and count overlapping and inconsistent voxels to com-

The robot makes multiple passes of each of the 18 scenar%geh tr:ethp rzc;il?glé reca:l,leazﬁ \l;slsﬁstpﬁseltlver r&tetérFPR)ego'rn
to accumulate sufficient sensor coverage. Reference po etho VOXel fevel. Ve i parameters used

. : . ; CD in the Supplementary Material.
are obtained by running a proprietary LiDAR-based SLA . i - .
algorithm for each trajectory. The scenarios differ by th The top two rows of Figure 6 contain the bird's-eye-views of

removal. addition. shift. or rotation of boxes or fences Siné e reference and reconstructions of the two TorWIC routes.

each trajectory starts and ends in the same spot, identifiable ntitative evaluation results are listed in Table Il. When

. . S . orting the final map, we downsample and threshold voxel
the AprilTag, they can be stitched in different ways using th taights to prune the low confidence regions such that all

provided script to create longer routes that present Changéetho ds produce a similar recall. Here. precision Showcases
object locations over time. Figure 4 shows the scenari produ imi ’ » precist W

changes fo_r two sample routes, TOleB_E’ (trajectory 11 2https://github.com/Viky397/TorWICDataset/blob/main/TorW ataset.
and 15 stitched) and TorWIC2-4-4 (trajectory 22, 2 4, pdf


https://github.com/Viky397/TorWICDataset/blob/main/TorWIC_Dataset.pdf
https://github.com/Viky397/TorWICDataset/blob/main/TorWIC_Dataset.pdf
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